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Abstract 

This master’s thesis defines the architecture for a fault tolerant Big Data system for 

video/sensor analytics along with an implementation of a running prototype. The goal is to 

build an on-premise system that is fault tolerant so it can provide continue correct 

performance of its specified tasks in presence of failure. 

 

To build such a system we will make use of an open source time series database called 

KairosDB which will run on top of a 2-node Scylla cluster with high replication factor to 

increase the fault tolerance of the developed system. Prometheus will also be included to the 

system for its read and write protocols, real-time monitoring and numerous adapters which 

can import and export data between Prometheus and various other databases like KairosDB. 

Finally, Grafana will allow us to query, visualize, alert on and understand the collected metrics 

no matter where they are stored. 

 

The video analysis is accomplished by two computer vision models; object detection and pose 

estimation. We will implement the YOLO model with OpenCV library for object detection and 

the COCO model with OpenPose library for pose estimation using the Python Programming 

Language. 
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1 Introduction 

1.1 Fault Tolerance Problem 

When the size of the data itself becomes part of the problem, big data era is approaching. Big 

data technologies describe a new generation of technologies and architectures, designed to 

economically extract value from very large volumes of a wide variety of data, by enabling high-

velocity capture, discovery, and/or analysis. Fault tolerance is an important issue in big data; it 

is concerned with all the techniques necessary to enable a big data system to tolerate software 

and hardware faults remaining in the system after its development. The main benefits of 

implementing fault tolerance in big data include failure of recovery, lower cost, improved 

performance etc. When multiple instances of an application are running on several machines 

and one of the servers goes down, there exists a fault and it is implemented by fault tolerance. 

 

1.2 Related works 

In this section, we discuss related work in relation to the scope of this thesis.  

Fault tolerance was one of the focus points when designing the system. Scylla is the main 

reason the system doesn’t fail as it has many fault tolerance features which significantly 

mitigate the potential for catastrophe. There is detailed documentation [9] from the ScyllaDB 

team about how Scylla handles data consistency – the validity of data reads and writes – when 

one or more of its component nodes go down. Of course Scylla has been challenged before [1], 

recently by Grab [2], one of the most frequently used mobile platforms in Southeast Asia. The 

Grab team performed extensive tests with a focus on read and write performance and fault 

tolerance. Their test environment was a 3-node cluster that used basic AWS EC2 machines. In 

the end, Scylla passes with flying colors all the extensive performance tests and is now in 

production at Grab. 

On the other hand, in the recent year there has been an drastic increase to the number of 

companies that aim to develop platforms for video analytics. Prism Skylabs [3] is such a 

company with a cloud-based video intelligence platform that collects video streams and 

applies computer vision algorithms. The company does not offer on-premise system, but 

cloud-only. Two more companies that have video analytics platforms that collect video 

streams and apply image processing algorithms are Aventura [4] and Avigilon [5]. They solve 

recognition problems with high accuracy and focus on Security, Military and Smart Cities 

projects offered by governments. 
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1.3 Thesis Outline 

Finally, a brief description of the diploma thesis is presented. 

In the second chapter, we introduce the different components of the system and describe the 

benefits that each of them provides to it. 

 

Next, we have the third chapter where the steps for the development of the system are 

presented. The focus of this chapter is the installation and configuration of ScyllaDB, KairosDB, 

Prometheus and Grafana so that they can communicate with each other.  

 

In the fourth chapter, we start with a brief introduction to object detection and pose 

estimation. Then, we specify the libraries and the models we used for object detection and 

pose estimation and we describe how the data move and processed from the webcam to 

KairosDB. 

 

Finally, the last chapter includes the conclusion and a brief representation of further 

improvements or future work on both the system itself and the implemented computer vision 

models. 
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2 System Infrastructure 

This chapter introduces the different components of the system and describes the benefits 

that each of them provides to it. 

2.1 ScyllaDB 

The typical design of NoSQL data stores consists of a Java virtual machine (JVM) which runs on 

top of Linux, utilizes the page cache, and uses complex memory allocation strategies to “trick” 

the JVM garbage collector to avoid stop-the-world pauses. Such a design suffers from sudden 

latency hiccups, expensive locking, and low throughput due to low processor utilization. 

 

The Scylla design is based on a modern shared-nothing approach. Scylla runs multiple engines, 

one per core, each with its own memory, CPU and multi-queue NIC. We can easily reach one 

million CQL operations on a single commodity server. In addition, Scylla targets consistent low 

latency, less than one millisecond, for inserts, deletes, and reads.  

 

2.1.1 Benefits 

Scylla is an open-source distributed NoSQL database [6]. It was designed to be compatible with 

Apache Cassandra while achieving a whopping 10 times more throughput per node than the 

original Java code at sub millisecond latencies.  

 

It could be said that Scylla is Cassandra from architectural standpoint, use case standpoint and 

API standpoint. The transition from Cassandra to Scylla is particularly easy as we can keep the 

current tool set and the current engineering, and just change the IP address to a Scylla cluster 

for it to work.  

 

Like Cassandra, Scylla has automatic failover and replication across nodes to maximize 

availability and reliability. Workload conditioning provides a set of dynamic scheduling 

algorithms to minimize database operation latency jitter and reduce compaction streaming 

and repair time.  
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Unlike Cassandra which requires JVM Tuning to improve performance,   Scylla has no need for 

it as it has no JVM. When Scylla is installed, it benchmarks against the cores, IO and network of 

the hardware it is on. Then it tunes itself to those parameters. 90% of the time we do not need 

to touch those parameters, even workload changes. If the hardware is changed, then re-

benchmark and parameters would be updated. 

 

Another enticing point is that Scylla is much better in providing consistent performance in 

contrast to Cassandra which can’t keep maintenance operations from interfering with the 

database’s ability to process requests as it suffers from latency spikes during compaction and 

garbage collection. 

 

Scylla’s architecture enables the database to use both scale [7] up [8] and scale out hardware 

and processor models. Scylla incorporates many features of Apache Cassandra’s scale-out 

design, including distributed workload and storage along with eventual consistency and 

adopted its ability to have homogeneous nodes scale to hundreds of nodes per cluster. 

Moreover, Scylla scales up with the number of cores in our server and has scale-up 

performance of 1,000,000 IOPS per node. 

 

When choosing a database solution it’s important to make sure it can scale to our business 

needs and provide fault tolerance [9] and high availability.  

 

Scylla’s fault tolerance features significantly mitigate the potential for catastrophe. To get the 

best fault tolerance out of Scylla, there is great need to understand how to select the right 

fault tolerance strategy, which includes setting a Replication Factor (the number of nodes that 

contain a copy of the data) for the keyspaces and choosing the right Consistency Level (the 

number of nodes that must respond to read or write operations). 

 

Like many distributed database systems, Scylla adheres to the CAP Theorem:  

In a distributed system, consistency, availability, and partition tolerance of data are mutually 

dependent. Increasing (or decreasing) any 2 of these factors will inversely affect the third. 
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Scylla adheres to the CAP Theorem in the following way: 

 

 

 

Scylla chooses availability and partition tolerance over consistency, such that:  

 It’s impossible to be both consistent and highly available during a network partition. 

 If we sacrifice consistency, we can be highly available. 

 

Specifying a replication factor (RF) when setting up the Scylla keyspaces ensures that our 

keyspace is replicated to the number of nodes we specified. Since this affects performance and 

latency, our consistency level (CL) – tunable for each read and write query – lets us 

incrementally adjust how many read or write acknowledgments our operation requires for 

completion. 

 

The replication factor and consistency level play important roles in making Scylla highly 

available.  

 

The Replication Factor (RF) is equivalent to the number of nodes where data (rows and 

partitions) are replicated. Data is replicated to multiple (RF=N) nodes. An RF of 1 means there 

is only one copy of a row in a cluster and there is no way to recover the data if the node is 

compromised or goes down. RF=2 means that there are two copies of a row in a cluster. An RF 

of at least 3 is used in most systems or similar. 

 

The Consistency Level (CL) is tunable per operation in CQL, also known as tunable consistency, 

and determines how many replicas in a cluster must acknowledge read or write operations 
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before it is considered successful. Sometimes response latency is more important, making it 

necessary to adjust settings on a per-query or operation level to override keyspace or even 

data center-wide consistency settings. In other words, the Consistency Level setting allows us 

to choose a point in the consistency vs. latency tradeoff. 

 

The Consistency Level and Replication Factor both impact performance. The lower the 

Consistency Level and/or Replication Factor, the faster the read or write operation. However, 

there will be less fault tolerance if a node goes down. The Consistency Level itself impacts 

availability. A higher Consistency Level (more nodes required to be online) means less 

availability with less tolerance to tolerate node failures. A lower Consistency Level means more 

availability and more fault tolerance. 

 

2.1.2 Design Decisions 

One of the first and fundamental design decisions behind Scylla is the use of C++ in place of the 

Java programming language.  

 

A modern database requires the ability to use large amounts of memory and have precise 

control over what the server is doing at any time. Java isn’t well suited to either of these 

requirements, as it deprives developers of control. C++, on the other hand, serves both 

purposes as it provides very precise control over everything a database does, along with 

abstractions that enable database developers to create code that’s both complex and 

manageable. 

 

Furthermore, a database written in Java, like Cassandra, is unable to fully optimize low-level 

operations against the available hardware. Cassandra’s reliance on the JVM makes it 

susceptible to performance and latency issues caused by garbage collection.  

By deciding to build in C++, the problems associated with garbage collection were altogether 

eliminated. 

 

Moore’s law was upheld for decades through increasingly higher CPU clock cycles. As 

frequency limits were reached, chip manufacturers began experimenting with multi-core CPUs 

in the late 90’s. Since the typical programming model involves many threads, increasing cores-

per-CPU virtually guarantees scalability problems. 
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Scylla addresses these scalability issues using a shared-nothing [10] architecture. There are two 

levels of sharding in Scylla. The first, identical to Cassandra, the entire dataset of the cluster is 

sharded into individual nodes. The second level, transparent to users, is within each node. The 

node’s token range is automatically sharded across available CPU cores. 

 

Scylla was designed to have a shard-per-core infrastructure, which means that it takes all 

system resources and all the provided data and split it based on the given number of core 

threads. Each shard has its own RAM, network, I/O, and its own piece of the data and is 

responsible only for it. Additionally, each Scylla shard runs a single OS-level thread, leveraging 

an internal task scheduler to allow the shards to perform a range of different tasks, such as 

network exchange, disk I/O, compaction, as well as foreground tasks such as reads and writes.  

Scylla’s task scheduler selects from low-overhead lambda functions, which we refer to as 

continuations. By taking this approach, both the overhead of switching tasks and the memory 

footprint are reduced, enabling each CPU core to execute a million continuation tasks per 

second.  

 

In any database, many different operations execute simultaneously. Multiple queries executing 

on different cores may be waiting for data from other cores, or even from the network or 

storage media. It is already common practice not to wait for slow devices such as HDD disks 

through the use of thread pools and other similar architectures. Yet as storage technology 
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improves, the cost of dispatching one I/O operation approaches the cost of a thread context 

switch. As the common core count increases, context switches can also appear as a result of 

locking. In order to scale with the core count and extract maximum performance from newer, 

faster storage technology, it was decided that Scylla will adopt a completely asynchronous 

architecture. That decision lead to building an asynchronous C++ framework called Seastar[11]. 

 

One of the cornerstones of Scylla is the I/O Scheduler. The I/O scheduler guarantees that the 

disk will always be in its sweet spot and thus latency remains low while bandwidth is 

maximized. This design decision helps Scylla users meet service-level agreements [12] while 

maintaining system stability.  

 

Operators spend less time tuning and can be confident that background operations will 

complete as quickly as possible without impacting performance. 

 

Following Cassandra’s footsteps, Scylla supports the same protocols as Cassandra (CQL and 

Thrift) and the same file formats (SSTable), but has a unified cache instead of the complex 

Cassandra caching. Cassandra has key caching, row caching, Linux caching, on heap, and off 

heap leading to the need for enormous amounts of tuning. If the data model changes, 

oftentimes the users need to retune caching layer. Moreover, Cassandra has issue of page 

faults and context switches, which injects latency into the data flow.  
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Scylla, on the other hand, simplifies the cache with onboard caching. Half of that RAM given to 

Scylla will be used for memtables and other back-end requirements and the other half for 

caching. There's no tuning to it and it just uses the least recently used algorithm. Scylla keeps it 

entirely in the user space, with no context switches and there is no wasted RAM because of 

Linux pages. It's just a far more functional caching mechanism. Scylla caching system fetches 

information directly from the SSTables without mediators like Linux page caches. 

 

Last but not least, Scylla takes advantage of control theory [13] to achieve autonomous 

operations. Before Scylla, Cassandra users complained time and time again that they waste 

significant time and energy not only tuning the database, but also dealing with the fallout of 

complex and tricky tuning mechanisms and the only solutions available to this problem were 

to become an expert in Cassandra internals or to hire expensive consultants. To alleviate this 

burden the decision was made that Scylla will be a database that continually monitors all 

operations and dynamically adjusts internal processors to optimize performance.  

 

 

 

Having an autonomous database not only greatly reduce administrative burden, it also means 

that operators can achieve 100% resource utilization while maintaining service-level 

agreements, and optimize infrastructure budgets, all at the same time.  
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2.1.3 Benchmarks 

In the previous chapters we often compared Scylla to Apache Cassandra in order to establish 

that the former is to be preferred. The two benchmarks [14] that follow validate that 

preference. 

In both of them a common workload generator for NoSQL databases—the YCSB (Yahoo! Cloud 

Serving Benchmark) was used to compare these two databases.  

 

The first YCSB test compared 3 Scylla nodes against 3, 9, 15 and 30 node Apache Cassandra 

clusters in both the Operations Per Second (OPS) and the latency. 

 

 

The conclusion of this test revealed that a 3-node Scylla cluster is comparable to a 30-node 

Apache Cassandra cluster in terms of throughput, while providing consistent low latencies, 

way below Apache  Cassandra. Scylla allows a 1:10 ratio reduction in the total cost of 

ownership, while providing better latency results. Maintenance cost is reduced as well – 

hardware’s MTBF (Mean Time Between Failures) is constant, so the frequency of failures 

reduces by a factor of 10! 

 

Another YCSB evaluation was recently conducted by Samsung MSL (Memory Solutions Lab) 

and the released benchmark results reiterate the previous benchmark findings that Scylla 

performs 10X better than Apache Cassandra. 
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The Scylla cluster consisted of three servers and nine machines as YCSB clients. Each server 

was equipped with four NVMe SSDs with an XFS filesystem organized into a level 0 software 

RAID. The database was populated with a 2TB dataset, replicated across three servers and 

compression disabled. An explicit effort was made to set up a tuned Apache Cassandra 3.9 and 

Java 1.8 with a G1 garbage collection configuration. Four different YCSB workloads were used: 

 

 

Comparing the performance of ScyllaDB versus Apache Cassandra, using the same 2TB dataset 

and run over two hours, demonstrates ScyllaDB outperforms Apache Cassandra by a 

staggering 10X to 37X factor. The Samsung team ran Apache Cassandra with a small, 50GB, 

dataset fitting in the server RAM and compared to ScyllaDB running with a 2TB dataset with 

100% hit rate. The results show ScyllaDB performs faster by a factor of 4.4X to 8.6X than 

Apache Cassandra, while ScyllaDB stores 40X the data. Moreover, the Samsung team repeated 

the test, this time with ScyllaDB running the 2TB dataset with only 60% hit rate (i.e. NVMe 

SSDs are serving 40% of the requests) and still, ScyllaDB performs faster by a factor of 2.3X to 

3X Apache Cassandra while storing 40X more data. 
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2.2 KairosDB 

KairosDB is a fast distributed scalable time-series database. It was initially a rewrite of the 

original OpenTSDB [15] project, but it evolved to a different system where data management, 

data processing, and visualization are fully separated. Metrics are the fundamental unit of this 

time series database and can be grouped and filtered by tags. A metric is a named set of data 

points with an optional set of tags. Data points consist of a metric name, a value, a timestamp, 

and a list of one or more tags. Tags are named properties that identify the data, such as its 

type and where it comes from. 

 

KairosDB is architected with five main components; an ingest/query interface, a data store, an 

event bus, groupers, and aggregators. It is built with a pluggable interface leveraging Guice 

[16] Modules so each of the five pieces can be customized.  

 

KairosDB is designed for a high-performance ingestion rate. In the Ingest/Query interface we 

have that metrics are ingested via a Telnet [17] or REST API [18], while queries are done via a 

REST API. The necessary data is retrieved from the data store, filtered and grouped, and then 

run through zero or more aggregators. Data is returned in JSON format.  



 

 

18 

The data store is the storage for the metrics. KairosDB has two default data store modules 

which are H2 and Cassandra, but since ScyllaDB is API compatible with Cassandra it can also be 

used as a data store. A modified version of the EventBus [19] provides the ability to add data 

filters and listeners. In groupers, metrics returned from a query can be grouped into buckets of 

data. For example, metrics can be separated by host, data center, data point value, etc. 

KairosDB ships with a predefined set of aggregators. Queried metrics are run through a 

pipeline of aggregators. Each aggregator works on the output of the previous aggregator. 

Aggregators manipulate data and can do operations such as calculating a max, min, average, 

standard deviation, sum, etc.  

 

2.3 Prometheus 

Prometheus [20] is an open-source systems monitoring and alerting toolkit originally built at 

SoundCloud [21]. Since its inception in 2012, many companies and organizations have adopted 

Prometheus, and the project has a very active developer and user community. It is now a 

standalone open source project and maintained independently of any company.  

 

Prometheus offers the following main features: 

 a multi-dimensional data model with time series data identified by metric name and 

key/value pairs 

 a flexible query language to leverage this dimensionality 

 no reliance on distributed storage; single server nodes are autonomous 

 time series collection happens via a pull model over HTTP 

 pushing time series is supported via an intermediary gateway 

 targets are discovered via service discovery or static configuration 

 multiple modes of graphing and dashboarding support 

All of these features existed in various systems. However, at the time no system which 

combined them all has been identified. That is until SoundCloud's monitoring system: 

Prometheus was born. 

 

The Prometheus ecosystem consists of multiple components, many of which are optional: 

 the main Prometheus server which scrapes and stores time series data 

 client libraries for instrumenting application code 

 a push gateway for supporting short-lived jobs 
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 special-purpose exporters for services like HAProxy, StatsD, Graphite, etc. 

 an alertmanager to handle alerts 

 various support tools 

Most Prometheus components are written in Go [22], making them easy to build and deploy as 

static binaries. 

 

 

 

Prometheus scrapes metrics from instrumented jobs, either directly or via an intermediary 

push gateway for short-lived jobs. It stores all scraped samples locally and runs rules over this 

data to either aggregate and record new time series from existing data or generate alerts. 

Grafana or other API consumers can be used to visualize the collected data. 

 

2.3.1 Storage and Prometheus KairosDB Adapter 

Prometheus includes a local on-disk time series database, but also optionally integrates with 

remote storage systems. Its local storage is limited by single nodes in its scalability and 

durability, so instead of trying to solve clustered storage in Prometheus itself, Prometheus has 

a set of interfaces that allow integrating with remote storage systems. 

Prometheus integrates with remote storage systems in two ways: 

 Prometheus can write samples that it ingests to a remote URL in a standardized format. 

 Prometheus can read (back) sample data from a remote URL in a standardized format. 
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The read and write protocols both use a snappy-compressed protocol buffer encoding over 

HTTP. The protocols are not considered as stable APIs yet and may change to use gRPC over 

HTTP/2 in the future, when all hops between Prometheus and the remote storage can safely 

be assumed to support HTTP/2. The remote write and remote read features of Prometheus 

allow transparently sending and receiving samples. This is primarily intended for long term 

storage. Prometheus offers a number of remote storage adapters [23], most of them are write 

adapters and a small number of them are read adapters. KairosDB is not included in the list of 

the existing integrations.  

 

Prometheus KairosDB adapter [24] is an unofficial write adapter that receives samples via 

Prometheus remote write protocol and stores them in KairosDB. Any labels attached to the 

metric will be added to the KairosDB metric as a Tag. As of now this adapter only supports 

writing to KairosDB. 

 

2.3.2 Modbus and Modbus Exporter 

Modbus [25] is a serial communications protocol originally published by Modicon (now 

Schneider Electric) in 1979 for use with its programmable logic controllers (PLCs). It enables 

communication among many devices connected to the same network, for example, a system 

that measures temperature and humidity and communicates the results to a computer. 

Modbus is often used to connect a supervisory computer with a remote terminal unit (RTU) in 

supervisory control and data acquisition (SCADA) systems. Versions of the Modbus protocol 

exist for serial port and for Ethernet and other protocols that support the Internet protocol 

suite. 

 

Modbus exporter [26] is a fault tolerant exporter which retrieves statistics from a modbus 

system and exports them via HTTP for Prometheus consumption. To generate random data 

which will be sent to modbus exporter, and then to Prometheus, a free modbus protocol 

simulator called Modbus PLC Simulator [27] will be used. The Modbus PLC Simulator started 

out as a Modbus RS-232 Simulator and later its creator added TCP/IP support. 
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2.4 Grafana 

Grafana [28] is an open source, feature rich metrics dashboard and graph editor for Graphite, 

Elasticsearch, OpenTSDB, Prometheus and InfluxDB. It supports many different storage 

backends for our time series data (Data Source). Each Data Source has a specific Query Editor 

that is customized for the features and capabilities that the particular Data Source exposes. 

The query language and capabilities of each Data Source are obviously very different. The 

users can combine data from multiple Data Sources onto a single Dashboard, but each Panel is 

tied to a specific Data Source that belongs to a particular Organization. 

 

In its latest versions not only are datasource plugins supported but also panel plugins and 

apps.  Having panels as plugins make it easy to create and add any kind of panel, so that the 

users can show their data or improve their favorite dashboards. Apps is something new in 

Grafana that enables bundling of datasources, panels, dashboards and Grafana pages into a 

cohesive experience.  

The official Plugin Repository also lists KairosDB as an available datasource. 

 

 

 

Grafana already has a strong community of contributors and plugin developers. By making it 

easier to develop and install plugins the hope is that the community can grow even stronger 

and develop new interesting plugins. 
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3 Implementation 

This chapter describes the necessary steps for the installation and configuration of ScyllaDB, 

KairosDB, Prometheus, Prometheus KairosDB adapter, Modbus exporter and Grafana. Three 

servers will be used for the above process. Two of those servers are Linux servers with IPs 

192.168.1.10 and 192.168.1.11, while the third is a Windows server with IP 192.168.1.24. The 

Windows server will only be used for the Modbus TCP/IP PLC Simulator. 

 

3.1 Installation and Configuration of ScyllaDB 

The first step is to visit the ScyllaDB official website and download Scylla binaries [29] on both 

Linux servers. Just fill the required information and you will see the available platforms. Don’t 

forget to choose the right platform or the installation will fail. 

 

If you are using Ubuntu 18.04 it is necessary to have the universe repository. In case you do 

not have it type the following in the terminal: 

sudo add-apt-repository universe 

sudo apt-get update 

 

Below we have the commands for the installation of Scylla for Ubuntu 18.04. 

Set Keys 

sudo apt-key adv --keyserver keyserver.ubuntu.com --recv-keys 6B2BFD3660EF3F5B 
 
sudo apt-key adv --keyserver keyserver.ubuntu.com --recv-keys 17723034C56D4B19 
 

Scylla 2.3 Release (recommended) 

sudo curl -o /etc/apt/sources.list.d/scylla.list –L http://repositories.scylladb.com/scylla/repo/7da0413b-
52c7-4a8f-9dde-326cd3ec099b/ubuntu/scylladb-2.3-bionic.list 
 

Install packages 

sudo apt-get update 

sudo apt-get install scylla 

 

Now we have Scylla on both servers. Let us configure the files to create a Single Data Center 

(DC) Scylla Cluster [30] with both servers as seeds/selected seed nodes.  
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First, we have to decide which snitch [31] or replication strategy we should use. We only have 

a single Data Center and we don’t use an Amazon Web Services (AWS) based cluster, so the 

snitch we are recommended to use is the GossipingPropertyFileSnitch. 

 

Since we will be using GossipingPropertyFileSnitch, the file cassandra-rackdc.properties in the 

path /etc/scylla/ should look like the following: 

dc=numethod_datacenter 

rack=rack1 

prefer_local= true 

 

We can change the name of the datacenter to whatever we want, but all nodes under the 

same datacenter must have the same name. 

Next, in the /etc/scylla/scylla.yaml file edit the following parameters:  

 cluster_name - Set the selected cluster_name  

 seeds - Set the selected seed nodes  

 listen_address - IP address that Scylla used to connect to other Scylla nodes in the 

cluster  

 endpoint_snitch - Set the selected snitch  

 rpc_address - Address for client connection (Thrift, CQL)  

For example, in the Linux server with IP 192.168.1.10 we have: 

cluster_name: 'numethod' 

seed_provider: 

    - class_name: org.apache.cassandra.locator.SimpleSeedProvider 
      parameters: 
          - seeds: "192.168.1.10, 192.168.1.11" 

listen_address: 192.168.1.10 

endpoint_snitch: GossipingPropertyFileSnitch 

rpc_address: 192.168.1.10 

The above are repeated in the Linux server with IP 192.168.1.11, but we change listen_address 

and rpc_address to its own IP address. 

As a final step, before running the scylla_setup script, open the file /etc/default/scylla-server 

and change the ethernet device name (IFNAME) to the one corresponding to the current 

server. Check its name easily by typing the ifconfig command to the terminal and finding the 

server IP address.  In this case here, the ethernet device name for both servers changed into 

enp4s0. 
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Finally, to tune the system settings we run the scylla_setup script. 

sudo scylla_setup 

 

The above script invokes a set of scripts [32] to configure several operating system settings, 

like setting RAID0 and XFS filesystem. It also runs a short, up to a few minutes, benchmark on 

our storage and generates the /etc/scylla.d/io.conf configuration file. When the file is ready, 

we can start Scylla. Scylla will not run without XFS or io.conf file. 

 

To Run Scylla as a service, if it is not already running, we type the following to the terminal of 

both servers: 

sudo systemctl start scylla-server 

 

We wait for a few minutes and then we check the status of our Scylla cluster. 

nodetool status 

 

If we get something like the above output, then we have successfully created a single data 

center Scylla cluster. As we can see both Scylla nodes are up and have a normal state. 

 

3.2 Installation and Configuration of KairosDB 

Now that we have set up a Scylla cluster the next step is to install and configure KairosDB to 

run on top of that cluster. Before installing KairosDB we must make sure that we have Java in 

all our servers as it is a Java-based time-series metrics API. 

 

The first step is to download KairosDB and enter its directory. 

wget https://github.com/kairosdb/kairosdb/releases/download/v1.2.2/kairosdb-1.2.2-1.tar.gz 
 
tar xvfz kairosdb-1.2.2-1.tar.gz  

cd kairosdb/ 
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Next we have to configure the file conf/kairosdb.properties, so we open it and change the 

following:  

# change telnet service port and address 
kairosdb.telnetserver.port=9242 

kairosdb.telnetserver.address=192.168.1.10 
 
# change HTTP port and address  
kairosdb.jetty.port=8282 

kairosdb.jetty.address=192.168.1.10 
 
# comment out the default in-memory datastore 
#kairosdb.service.datastore=org.kairosdb.datastore.h2.H2Module 
 
# uncomment the following line to make Scylla the datastore 
kairosdb.service.datastore=org.kairosdb.datastore.cassandra.CassandraModule 
 
# change Scylla properties 
kairosdb.datastore.cassandra.cql_host_list=192.168.1.10, 192.168.1.11 
kairosdb.datastore.cassandra.keyspace=kairosdb 
kairosdb.datastore.cassandra.replication={'class': 'SimpleStrategy','replication_factor' : 3} 
kairosdb.datastore.cassandra.write_consistency_level=ONE 
 
# also to specify Scylla node host_name and port we add the following 
kairosdb.datastore.cassandra.host_name="192.168.1.10" 
kairosdb.datastore.cassandra.port=9042 

The above changes integrate KairosDB with ScyllaDB in both Scylla nodes, as we can see from 

the change in kairosdb.datastore.cassandra.cql_host_list, and by setting replication factor 

equal to 3 for the keyspace kairosdb we increase the fault tolerance of the system. 

The above are repeated to both nodes changing the edited parts where 192.168.1.10 is alone 

to 192.168.1.11. 

 

To start KairosDB we type the following command: 

./bin/kairosdb.sh run 

 

We should see the following lines if KairosDB starts up successfully. 

 

If it starts successfully the first time, then the next time we can start KairosDB by typing: 

./bin/kairosdb.sh start 

This way we don’t have to waste a terminal tab as we are sure that KairosDB is running. 
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We can verify KairosDB integration with cqlsh to the right IP address. 

cqlsh 192.168.1.10 

 

 

Then we check if the kairosdb keyspace is present, if it is then the integration was successful. 

 

 

Finally, KairosDB has the ability to serve up content found in the webroot folder. With the 

above install we can point our browser to http://192.168.1.10:8282 or 

http://192.168.1.11:8282 and it serves up a query page whereby we can query data within the 

data store. 
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3.3 Installation and Configuration of Prometheus 

To install Prometheus the first step is to find the list with its available releases and download 

one, preferably the latest, version of it. Then we extract it and enter its directory. 

wget https://github.com/prometheus/prometheus/releases/download/v2.4.3/prometheus2.4.3.linux-
amd64.tar.gz 
 
tar xvfz prometheus-2.4.3.linux-amd64.tar.gz 
 
cd prometheus-2.4.3.linux-amd64 

 

Before starting Prometheus, we must configure the file prometheus.yml so that Prometheus 

can collect metrics from the modbus simulator and send them to KairosDB through the 

Prometheus KairosDB adapter. 

# my global config 
global:  
  scrape_interval:     15s # Set the scrape interval to every 15 seconds. Default is every 1 minute. 
  evaluation_interval: 15s # Evaluate rules every 15 seconds. The default is every 1 minute. 
  # scrape_timeout is set to the global default (10s). 
  # Attach these labels to any time series or alerts when communicating with 
  # external systems (federation, remote storage, Alertmanager). 
  external_labels: 
    monitor: 'codelab-monitor' 
 
# Settings related to the remote write feature (Prometheus metrics to KairosDB) 
remote_write: 
  - url: http://localhost:9201/receive 
 
# Load rules once and periodically evaluate them according to the global 'evaluation_interval'. 
rule_files: 
  # - "first_rules.yml" 
  # - "second_rules.yml" 
 
# A scrape configuration containing exactly one endpoint to scrape: 
scrape_configs: 
# The job name is added as a label `job=<job_name>` to any timeseries scraped from this config. 
  - job_name: 'simulator' 
    # metrics_path defaults to '/metrics' 
    # scheme defaults to 'http'. 
    scrape_interval: 5s 
    static_configs: 
      - targets: ['localhost:9010'] 

Prometheus will collect metrics from port 9010 and push them to port 9201. 

Modbus exporter sends the data collected from Modbus TCP/IP PLC Simulator to the former 

port for Prometheus to collect. Prometheus KairosDB adapter receives metrics via Prometheus 

remote write protocol through the latter port. 
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To run Prometheus, and not get any errors, we must first run modbus exporter and 

Prometheus KairosDB adapter. The command to run Prometheus with the newly created 

configuration file is the following: 

./prometheus --config.file=prometheus_new.yml 

 

We can browse to a status page about itself at 192.168.1.10:9090 or 192.168.1.11:9090 

depending on where we executed the above command. We can add /metrics to the above 

links to check the collected, through the HTTP metrics endpoint, metrics or /graph to use 

Prometheus's built-in expression browser. 

 

 

3.3.1 Installation of Prometheus KairosDB Adapter 

Before installing Prometheus KairosDB adapter we must install Go [33] and the packages the 

packages staticcheck [34] and gosimple [35] in all Ubuntu servers that will be using 

Prometheus to send data to KairosDB.    

 

Next, we download the adapter. 

go get github.com/kenXengineering/prometheus-kairosdb-adapter 

 

We navigate through its directory and use the make command. 

cd /go/src/github.com/chosenken/prometheus-kairosdb-adapter 
 
# generate the executable prometheus-kairosdb-adapter file 
make 
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We can use Prometheus KairosDB adapter by entering the following command: 

./prometheus-kairosdb-adapter –kairosdb-url http://192.168.1.10:8282 

 

 

3.3.2 Installation of Modbus Exporter 

Similar to the Prometheus KairosDB adapter we will use the language Go.  

First, we download modbus exporter. 

go get github.com/lupoDharkael/modbus_exporter 

 

Then we follow the path /go/src/github.com/lupoDharkael/modbus_exporter and build the 

executable file. 

cd /go/src/github.com/lupoDharkael/modbus_exporter 
 
# generate the executable prometheus-kairosdb-adapter file 
go build 

 

To run modbus exporter we are going to need a configuration file. The exporter will search a 

file called slaves.yml in the same directory by default. The default port where it pushes the 

data is 9010, which is the same we have used as target for the job named simulator in the 

edited prometheus.yml file. 

 

We can use modbus exporter by entering the following command: 

# the flags that are used are the default 
./modbus_exporter -config.file="slaves.yml" -listen-address=":9010" 
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3.4 Installation and Configuration of Grafana 

We can install Grafana either by downloading it directly from its official website [36] or by 

going through an APT repository [37]. Because an APT repository makes it easier to install and 

manage Grafana's updates, we'll use that method. 

First, we download the packagecloud GPG key with curl, then pipe the output to apt-key. 

curl https://packagecloud.io/gpg.key | sudo apt-key add - 

Next, we add the packagecloud repository to our APT sources. 

sudo add-apt-repository "deb https://packagecloud.io/grafana/stable/debian/ stretch main" 

We refresh APT cache to update our package lists, and then we install Grafana. 

sudo apt-get update 
sudo apt-get install grafana 

 

Once Grafana's installed, we are ready to start it. 

sudo systemctl start grafana-server 

Afterwards, we can verify that Grafana is running by checking the service's status. 

sudo systemctl status grafana-server 

 

To run Grafana open your browser and go to http://localhost:3000/. Grafana listens by default 

to the http port 3000. The default login/password is admin/admin.  

 

Through Grafana web UI we can easily add new data sources and create new dashboards. 
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4 Computer Vision 

4.1 Introduction about video files 

Video files are files that store motion pictures and sounds of real-life. Video is a form of 

animation that gathers many images appearing continuously in sequence. Detecting and 

tracking moving objects in video files has wide range of applications in real life. If a person just 

watches a video file, human eyes will not be able to give specific details about the time and the 

process of changing location of objects, especially those with a fast change process (such as 

detection of human face, smile detection when taking pictures, cars on the road, the path of a 

moving tennis ball and others), objects with complicated orbits (such as soccer players running 

on the pitch), or objects with a process of change slowly compared to the background (objects 

between the sea and sky, daylight changes, and tides). In addition, the object detection in the 

video file at the moment will help a lot in real life, for example, to determine if there was a 

goal or not (in football), if a tennis balls is in/out of court (in tennis), or which athlete has 

finished first (in speed races). 

 

4.1.1 Object Detection 

As we all know, video is a collection of discrete images that are constantly displayed to create 

motion effects. Thus, object detection in video files is also based on the idea of detecting 

objects in an image file. We need to perform the image-partitioning step to determine where 

the area of objects is, and where the area of the background is. Image segmentation is an 

important step in image processing, and this phase analyses the image into components of the 

same nature based on the boundaries or interconnected regions. An image is a detail, an 

object in panorama. An image area describes the surface properties of an image; this area is 

surrounded by a boundary and points with a relatively uniform grey level.  
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Based on the physical properties of the image area, we define a number of partitioning 

techniques. The main partitioning methods include:  

 Classification or threshold-based method 

 Structure-based method 

 Boundary-based method. 

 

Object detection in video files should be based on the object's history of motion over discrete 

images over time. In function I(x, y, t), ‘I’ is an image, ‘x’, ‘y’ are the coordinates of the object's 

location in two-dimensional space, and ‘t’ is the time of the object at that coordinate. An 

approach based on the history of motion pictures is a view based on the method of pattern 

detection over time. This is a simple but effective way of displaying motions; it is used in a 

number of studies related to motion recognition, motion analysis, and other related 

applications. An overview of real-time video detection, classification, and mark up of motion 

shows that this system can implement the following operations:  

1. distinguish between transient or stationary objects and static background objects in 

the scene  

2. detect and distinguish objects, which move and disappear 

3. classify objects that have been discovered in different groups such as people, groups, 

vehicles, and others  

4. mark the objects and generate information about the paths in the video image 

 

Video processing-based applications have common characteristics. Commonly used 

technologies for detecting motion objects are background subtraction, static methods, time 

difference, optical flow, and others. 

 

Detecting and tracking objects in video files encounters seven following issues:  

 brightness change 

 ability to expand or shrink an object 

 rotations of an object 

 screening of objects 

 video has distorted objects or noise 

 change of the geometric shape of an object 

 change of the color histogram of an object 
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4.1.2 Pose Estimation 

In computer vision and robotics, a typical task is to identify specific objects in an image and to 

determine each object's position and orientation relative to some coordinate system. This 

information can then be used, for example, to allow a robot to manipulate an object or to 

avoid moving into the object. The combination of position and orientation is referred to as the 

pose of an object, even though this concept is sometimes used only to describe the 

orientation. Exterior orientation and translation are also used as synonyms of pose. 

 

The image data from which the pose of an object is determined can either be a single image, a 

stereo image pair, or an image sequence where, typically, the camera is moving with a known 

velocity. The objects which are considered can be rather general, including a living being or 

body parts, e.g., a head or hands. The methods which are used for determining the pose of an 

object, however, are usually specific for a class of objects and cannot generally be expected to 

work well for other types of objects. 

 

The pose can be described by means of a rotation and translation transformation which brings 

the object from a reference pose to the observed pose. This rotation transformation can be 

represented in different ways, e.g., as a rotation matrix or a quaternion. 

 

Pose estimation refers to computer vision techniques that detect human figures in images and 

video, so that one could determine, for example, where someone’s elbow shows up in an 

image. To be clear, this technology is not recognizing who is in an image — there is no personal 

identifiable information associated to pose detection. The algorithm is simply estimating 

where key body joints are. 
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4.2 Implementation 

In order to implement object detection and pose estimation algorithms to a video stream we 

used the Python programming language. As hardware for video streaming a logitech C270 HD 

Webcam [38] was used. The webcam was accessed by a User Interface which was created 

using Qt. Python developers utilize the full potential of Qt using the PySide module. This 

module provides access to the individual Qt modules such as QtCore, QtGui, and so on. To 

capture real-time video stream frame by frame we used an OpenCV module called cv2. It has 

the VideoCapture class which provides C++ API for capturing video from cameras or for reading 

video files and image sequences. 

 

The model we implemented for object detection is the You Only Look Once (YOLO) model [39] 

which is a state-of-the-art, real-time object detection system. It is extremely fast and accurate, 

as it applies a single neural network to the full image. This network divides the image into 

regions and predicts bounding boxes and probabilities for each region. The YOLO model has 

several advantages over classifier-based systems. It looks at the whole image at test time so its 

predictions are informed by global context in the image. It also makes predictions with a single 

network evaluation unlike systems like R-CNN which require thousands for a single image. This 

makes it extremely fast, more than 1000x faster than R-CNN and 100x faster than Fast R-CNN. 

On the other hand, the model for pose estimation is the COCO model. It is one of the two 

models that it is offered by the authors of OpenPose [40] library which is a Real-time multi-

person keypoint detection library for body, face, hands, and foot estimation and was 

implemented based on a paper called Realtime Multi-Person Pose Estimation [41]. The COCO 

model is trained on the COCO dataset and outputs 18 points in contrast to the second model 

which is trained in the Multi-Person Dataset (MPII) and produces 15 points.  
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In the above image we can see the movement of the data from the webcam to KairosDB and 

how they are processed before reaching KairosDB. It starts with capturing the live stream from 

the camera using an OpenCV module called cv2. In each frame of this video we use the YOLO 

model to detect objects and the COCO model to estimate the body pose for each of the 

objects that correspond to the tag ’Person’. The frames pass through a frame processor where 

each detected object of those frames is used to create a json data point. Each json data point 

is submitted to KairosDB using REST API through a module called requests.  

 

An example of pushing json formatted data into KairosDB via REST API.  

kairosdb_server="http://192.168.1.11:8282" 
... 
data_kairos = [{ 
                            "name": obj, 
                            "timestamp": int(time.time()*1000), 
                            "type": "long", 
                            "value": perc, 
                            "tags": { 
                                "host": obj 
                            } 
                        } 
                    ] 
response = requests.post(kairosdb_server + "api/v1/datapoints", json.dumps(data_kairos)) 

 

We can watch the live video stream of the webcam through the user interface which was 

created using Qt for Python. In the next image we have a random frame from a live video 

stream taken by the webcam which was accessed using the written Python program. 
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4.3 Test Fault Tolerance  

A test is needed in order to observe how well our system handles node failure.                      

First, we will open the Modbus TCP/IP PLC Simulator in our Windows server with IP 

192.168.1.24. Next, we will start Scylla and KairosDB in both our Linux servers with IP 

192.168.1.10 and 192.168.1.11 and then we will check the status of our Scylla cluster using the 

nodetool status command. 

nodetool status 

 

As we can see all Scylla nodes are up and in a normal state. 

 

On the Linux server with IP 192.168.1.10 we start the Prometheus KairosDB Adapter, the 

Modbus Exporter and after they begin we start Prometheus with the custom configuration file 

given in page 27. At the same time, on the Linux Server with IP 192.168.1.11 we run the 

Python code to perform object detection and pose estimation on frames captured from the 

video stream that is provided live by the webcam. Each frame is processed to create a json 

data point that is then submitted to KairosDB via REST API. Afterwards, we start Grafana on 

Linux Server with IP 192.168.1.10 and access it. We add two times KairosDB and Prometheus 

as data sources, once for each server, using the HTTP addresses.  
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Here are some graphs with the KairosDB of both Linux servers as data sources.   

 

Now, let’s bring down the node with IP 192.168.1.11. We check the status of Scylla cluster. 

nodetool status 

 

As we can see the node with address 192.168.1.11 is down. We wait for some time and check 

again the graphs in the Grafana dashboard.  

 

Grafana cannot pull the necessary data from the data source that correspond to the node that 

is down, so two of those graphs are empty.  

From the other two graphs, we conclude that: 

 more data are send from Modbus to KairosDB of 192.168.1.10 

 the other node, with address 192.168.1.10, of the Scylla cluster has replicas of data 

that have been sent to the node, with address 192.168.1.11, that failed 
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5 Conclusion and Future work 

5.1 Conclusion 

This master’s thesis aimed to design a fault tolerant system for video/sensor analytics and to 

observe how this system handles node failure. The designed system has KairosDB on top of a 

2-node Scylla cluster. One node received data from a Modbus simulator through Prometheus 

and the other received json formatted data from a Python application where we conducted 

video processing on a real-time video stream. 

From the fault tolerance test we reached the conclusion that the system continues to operate 

properly in the event of a node failure and retains the already received, from that node, data 

through data replication. In addition to the automatic failover, that Scylla provides, we 

conclude that this system provides reliable fault tolerance. 

5.2 Future work 

A great deal of time is necessary for the installation and configuration of each individual 

component of the system implemented in this master’s thesis. It would be interesting to 

orchestrate this system with Ansible [42] which handles initial machine setup (ssh, core Debian 

packages, etc.) and baseline configuration. Ansible allows to quickly performing tasks without 

complicated scripting and it’s easily reusable roles let us to write the automation procedures 

once and use them across out entire infrastructure. Additionally, Ansible can increase the 

security of the system. It’s easily understood Playbook syntax will allow us to secure any part 

of the system, whether it’s setting firewall rules, locking down users and groups, or applying 

custom security policies. 

Another point of consideration is the Prometheus KairosDB adapter which is not an official 

released adapter and is not supported by Prometheus. The creation of an official adapter with 

the option to write to multiple KairosDB addresses will help the system immensely in the event 

of node failure as data will be available on many nodes. 

In KairosDB as the data points increase so does the query speed decreases. We could 

introduce a distributed file system, like Hadoop, that will partition the data points based on 

something like the metric name, time or tag for quicker response to the queries made.  

Also, we could utilize MapReduce-based clusters such as Apache Hadoop for fast and parallel 

video processing and reduce significantly the processing time. An interesting approach is 

proposed in this paper [43]. 
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